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Abstract — During the life of a Web 2.0 community, members
are creating, sharing and manipulating media contents. The
various media applications used by the individuals sometimes
require much more computational capacity than it is available.
This paper details how we integrated a grid infrastructure
behind a Facebook application where computational resources
are also provided by the community members. For this purpose,
we integrated the SZTAKI Desktop Grid system together with
the gUSE workflow enactor system and provided this support as
a web service. In this system processing requirements and
computational capacity comes from the same community forming
a self-supporting mechanism regarding computation.

Index Terms — Web 2.0, desktop grid, workflow, accounting,
volunteer computing, portal, community, watermark

1. INTRODUCTION

In the last decades Grid systems offered large-scale
distributed computing and storage services mainly for
academic and university research. Researchers have become
members of virtual organizations, where they were able to
share research equipment, computing and storage facilities in a
highly efficient way. In recent years focus is shifting towards
to services and knowledge sharing, and extension of the
application domain with standardized access methods and to
overcome system heterogeneity become crucial point. The
European scientific research community in the topic of Grid
computing focuses on two main categories: service grids (SG)
and desktop grids (DG).

Service grids are typically organized either from managed
clusters (e.g. the gLite based EGEE grid) or from
supercomputers (e.g. the Unicore based DEISA grid), and
provide a 24/7 service for a large number of users who can
execute their applications on those grids. The service grid
middleware is quite complex and hence only a relatively few
managed clusters or supercomputers take the responsibility of
providing grid services. As a result, the number of processors
in a cluster-based SG is moderate typically in the range of
1.000-100.000. Even the largest SG system, EGEE [1] has
collected about 250.000 computers, however resources are
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divided between about 200 virtual organizations which means
that a typical VO user can access only 1250 processors on
average. Supercomputer grids can provide much larger
number of processors but they are extremely expensive.
Desktop Grids (DGs) are strongly related to Volunteer
Computing and are much simpler than SGs related to the
software infrastructure they are relying on. Installation and
maintenance of DG resources (i.e. machines donating
resources to the grid) is extremely simple, requiring no special
expertise thus, DGs are able to utilize non-dedicated machines
even home computers. This means that, large number of
donors can easily contribute to the pool of shared resources as
in Volunteer Computing projects. Unlike Service Grids
though, Volunteer Computing projects usually serve only a
very limited user community (or target applications) who are
able to use the resources for computation. The common
architecture of Desktop Grids and Volunteer Computing
systems typically consists of one or more central servers and
(typically large number of) clients that connect to them from
time to time. The central servers provide the applications and
their input data in form of work units (WUs, i.e. conveniently
sized chunks of computation to keep clients busy between
contacting the server). Clients can join voluntarily, offering to
download and run WUs of an application with a set of input
data. When the computation has finished, the client uploads
the results to the server where the master part of the
application assembles the final output from the partial results
returned by clients.

Desktop grids [2] are collecting large number of volunteer
desktop machines to exploit their spare cycles. These donor
desktops have no SLA requirement, their middleware code is
extremely simple and hence the typical number of processors
in volunteer desktop grids is in the range of 10.000-1.000.000.
However, their drawback is that they can execute only some
very limited number of pre-registered applications and users
can use only these pre-registered applications on these
systems.

The most well-known volunteer desktop grid is SETI@home
[3] that collected over 3 Million CPUs worldwide. This
Desktop Grid is based on BOINC which is an open-source
software platform for computing using volunteered resources.
It provides a framework in which public computing projects
can be launched. A public BOINC project is aiming at
providing workunits belonging to a particular scientific area,
for which people can donate the spare computing cycles of
their home PCs. Donation is realized by a BOINC client
running on the PC in the background and performing workunit
download, execution and result upload automatically. BOINC
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is the most popular distributed computing software and can be
downloaded at [4].

SZDG [5] (SZTAKI Desktop Grid) is a software package with
many extensions compared to BOINC: installation/deploy-
ment, application support, security, interfaces. SZDG provides
easy-to-deploy software packages, and easy-to-setup project
setup facilities. For application support there are several
enhancements, like DC-API [6]for developing master/worker
applications, or GenWrapper [7] to support the execution of
legacy application. On the security side SZDG enhancements
cover the utilization of X.509 certificates for application trust
[8] while the provided virtualization/sandboxing technology
[9] allows the execution of the application on the client
resources in a safer way. Regarding the interfaces, different
implementations of the DC-API enable the utilization of other
distributed computing infrastructures (DCIs) like Condor [10]
and a gateway called 3G Bridge [11] has been developed to
forward jobs between different computing infrastructures, like
gLite, BOINC, XtremWeb and to those supporting BES
interface. Finally, the SZDG package also contains improved
monitoring facilities.

The Web 2.0 term [12] stands for the second generation
internet services, based mainly on communities, where users
create the content as joint effort, or they share information. In
Web 2.0 services the owner of the server provides only the
service framework, the real content is uploaded and main-
tained, shared or evaluated by the users. Users communicate
with each other, and they maintain connections, too. Ge-
nerally, due to the large number of connections and users,
Web 2.0 systems should handle heavy data traffic and comp-
lex relations, which need extraordinary large computational
power in many cases. Many Web 2.0 applications deal with
large files (e.g. video sharing); conversion or processing of
such files demands large amount of resources. From Web 2.0
side, numerous application topics with large IT capacity can
be solved by Grid technologies, like the already available
advisor service system, or the media conversion service, or
new envisioned services like digital signature and watermark
service. Further community specific applications have also got
high chances.

Build community

Collect resources

Applications

Dig. signature, watermark

Content-based indexing

Advanced services

Community applications

II. THE WEB2GRID PROJECT

The main aim of the Hungarian Web2Grid [13] project is to
support Web 2.0 communities in dynamically building the
necessary infrastructure that is needed for processing the high-
end tasks of their community. The same way as the content is
generated as joint effort of the members, Web2Grid tech-
nology enables the community to build the required infra-
structure as a joint community effort exploiting the volunteer
computing resources of the community members. In order to
achieve this goal, Web2Grid exploits the BOINC and 3G
Bridge technologies and other earlier initiatives focusing on
the integration of Desktop Grid and Web 2.0 technologies. On
the one hand, the Web 2.0 technologies assist to advertise
Desktop Grid goals and attract computational resources for
Desktop Grid communities. On the other hand, the developed
new Web2Grid platform that includes Desktop Grid techno-
logy can offer back-end infrastructure for several compute-
intensive Web 2.0 related problems:

* for operational requirements of Web 2.0 portals (i.e. large
number of users, connections, file processing and large file
conversions)

 for security requirements (watermarking, periodic revi-
sion of digital signature, etc.)

» for systems requiring large IT capacity

* and for tasks defined by community member end-users.

The combination of the Web 2.0 and Desktop Grid techno-
logies provides advantages for both sides (as depicted on
Figure 1), they can mutually benefit from each other’s app-
roach. In such combination Web 2.0 can extend its capabilities
further from the community contents towards to shared
services with the help of Grid technologies. From Grid point
of view (right side of Figure 1), the project relies on the results
of the EU FP7 EDGeS [14] infrastructure project which later
has been further developed by the EDGI [15] project.
The main aims of these projects were the examination of the
above mentioned targets and development of the tools, inter-
faces, methodologies to establish the integrated services both
for private (local Desktop Grid), and public (volunteer Desk-
top Grid) environments.

[ eweimens T
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Saleve Security

Figure 1 General concept & join efforts in the Web2Grid project
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The projects focus(ed) heavily on security and accounting to
facilitate the usage of service and commercial Grid systems. In
these projects a new bridge was developed that integrates the
usual Service Grids like EGI [16], and the volunteer com-
puting Desktop Grids (like the SZTAKI Desktop Grid) that are
very close to the main philosophy of the Web 2.0 technology
(right side of Figure 1), since grid resources are provided by a
community. During the Web2Grid project the aim is to extend
these grids with technologies like micropayment and business
security. Furthermore, the project also integrates other types of
desktop grid like HAGRID [17] and Saleve [18].

This enhanced grid system then forms the computational re-
source needed for the execution of Web 2.0 community ser-
vices (middle of Figure 1) while Web 2.0 community environ-
ments helps the public desktop grid system to collect new
resources for the applications. Web 2.0 applications also gain
advantages from advanced services like workflow execution
provided by the grid side of the overall system.

On the left side of Figure 1, the web2 community using vari-
ous applications (which may rely on grid services) and special
Web 2.0 applications is being developed during the project to
show how these applications can utilize the power of the grid
or desktop grid systems. To demonstrate the developed system
solution, the Web2Grid project consortium created Web 2.0
based demo applications from different fields, and provided
easy-to-use interfaces and recommendations to foster the po-
tential usage of the technologies.

1. SYSTEM ARCHITECTURE

One of the main goals of the Web2Grid project is to solve
computation intensive tasks of Web 2.0 communities with the
help of volunteer computing by harnessing the power of open
(global) desktop grids. BOINC is the most popular volunteer
computing system, thus the project heavily relies on the
BOINC architecture. The connection between Web 2.0 and
Desktop Grid is realized with well defined, low-level appli-
cation development interfaces (API), and high-level, graphical
application development solutions developed by the project
partners. During the definition of the interfaces it was con-
sidered that Web 2.0 applications can come from various
fields, and also Web 2.0 service providers, external consul-
tants (e.g.: like security domain), or community users can
develop applications (e.g.: Facebook has an API). These jus-
tify needs for the development of multi-level interfaces, and
the project can benefit from numerous EU FP6 and EU FP7
project achievements. During the development of the inter-
faces, partners are focusing on protocols that are needed for
commercial services that realize security and accounting func-
tionalities. Figure 2 depicts the architecture of the platform
developed by the project.

The architecture presented in Figure 2 contains four main
blocks. First the platform may contain arbitrary number of
»Web 2.0 applications” blocks. These are represented by web
user interfaces of Web 2.0 community sites where users can
use the services provided by the applications (e.g.: submit
images for watermarking). Second block is the “Payment
system” that is used for charging for the Web 2.0 services.
Currently the Abaqoos micro-payment system is supported but
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the use of the Payment system is optional and always decided
by the developers and service providers of a given applica-
tion/service. The third block is the “Grid” that executes the
compute-intensive tasks created by the Web 2.0 services: each
service is represented as a workflow and computed using vol-
unteer resources. Finally, the “Accounting system” amongst
others coordinates the previous three blocks and accounts for
the users, work done, and volunteer resources contributed by
donors. In the following sub-sections we detail the main
components of the platform.
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Figure 2 Architecture of the Web2Grid platform

A. The Web 2.0 application

A Web 2.0 application (depicted on Figure 2) consists of
several components. First there is a user interface on one or
more Web 2.0 social networking platforms for the application.
The goal of the interface is to take “orders” from users and
deliver the results for them. E.g. in case of a watermark
embedding service the interface is used for selecting and
submitting a batch of images to the service, and viewing the
results later. A submission on the Web 2.0 interface is referred
to as “order”, since the user makes an order in the application
(e.g.: to watermark a batch of images) and will get the results
(e.g.: watermark embedded images) after the order is filled. It
is the task of the Order module to track the submissions and to
interface with the optional Payment system. If a Web 2.0
application requires payment for its services, the user is
redirected to the optional Payment gateway. The order can be
filled (e.g.: watermarks embedded) only after the payment
transaction has finished. The Grid task handler module
interfaces with the Grid and with the Accounting system: the
Accounting system provides a unique identifier for the order,
which is used throughout the system. The Result validator
module is responsible for checking the results returned by the
volunteer resources of the Grid. Usually the same task is
replicated to different volunteer resources. The returned
results are compared and if the majority of the results match
they are accepted. We describe this mechanism in more detail
in subsection E. Each Web 2.0 application has two additional
components but they are not part of the “Web 2.0 application”
block (on Figure 2), rather they are deployed directly in the
Grid. First there is a gUSE workflow representing the Web 2.0
application, second there are one or more BOINC applications
that are invoked from the workflow. We detail these
components in subsection D.
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B. The Accounting system

Although BOINC provides a credit system, it is not suited for
the Web2Grid platform. BOINC uses a mechanism where the
clients running on the computers of the donors monitor the
CPU time used for computing a given task. On completion the
clients report the computed results and the credits requested
for it (based on the used CPU time) to the BOINC project.
Any project may implement its own credit giving policy but
usually the median requested credit is granted to each donor
who uploaded a valid result for a given replicated task. In the
case of Web2Grid where the virtual credit can be later
exchanged for real money (which will be donated for charity)
and where different desktop grid middleware can be used
together, clearly this is not a solution, since donors might be
able to manipulate the data reported by their clients. The
project developed an own Accounting system which takes
over some tasks from BOINC but its role is far more complex
in the Web2Grid platform. The Accounting system is the key
component since it is responsible (amongst many other things)
for integrating the main components. The Web2Grid platform
motivates donors to join and donate resources by giving
virtual credits for their donated CPU time. These credits can
later be exchanged for real money and donated for charity.
Figure 2 shows the three major components of the Accounting
system. The Coordinator module maps Desktop Grid tasks to
one of the orders submitted on the Web 2.0 interface(s) of a
given application (one such Web 2.0 orders may result in
many Desktop Grid tasks). These tasks need to be account-
able, meaning that they must be assigned to a user who sent
the order on the Web 2.0 interface and to the donors who
should get virtual credit for computing the tasks belonging to
the orders. It is achieved by assigning a unique id for each
order. This id is used by the Grid system for identification,
since a single order may be split to many Desktop Grid tasks.
Finally, the Registrator module registers the users signed up
on the Web 2.0 interface to be donors in the Desktop Grid
server and synchronizes the user database of the two systems.

C. User-donor registration and the Payment system

The Web2Grid platform recruits users and donors from the
Web 2.0 social networking platforms (e.g.: Facebook or
Orkut). Resource donors (or simply donors) are persons who
donate their idle resource capacities (usually CPU time) to the
platform, while users are the entities who want to use the
services provided by the platform (e.g.: want to embed water-
marks in the pictures of their albums uploaded to Facebook).
Registration for both donors and users is done through web
interfaces on Web 2.0 social networking platforms like Face-
book or Orkut. Users can sign up for the specific Web 2.0
application or service, while donors can sign up on a central
page rather than signing up directly at the web page provided
by the Desktop Grid. Since the Web2Grid platform can utilize
different Desktop Grid middleware, some kind of centralized
administration of donor data is required. It is the task of the
Registrator module of the Accounting system to maintain and
synchronize donor registration data between the different
Desktop Grid middleware and the Web2Grid platform.

The Payment system depicted on Figure 2 is an optional com-
ponent. The developer and service provider of each Web 2.0
application/service decides whether she/he wants to charge for

the service. Currently the Abaqoos micro-payment system by
E-Group is supported. The payment service, where all pay-
ment transactions are authorized, is not part of the Web2Grid
platform; rather it is an external service. Any registered user of
the platform who wants to use a non-free Web 2.0 service
needs to register at his/her first transaction at the Payment
system too.

D.The Grid system

The Grid system executes the computation intensive tasks
created by the Web 2.0 services. It has three main compo-
nents: a) the gUSE workflow enactor; b) the BOINC Desktop
Grid middleware and c) the 3G Bridge service connecting the
previous two components. Each Web 2.0 application is
represented by a workflow that consists of several nodes.
Figure 3 shows a sample workflow for a watermark embed-
ding service that we detail in Section IV. The gUSE workflow
engine stores and executes the workflows and each node in the
workflow represents one or more computation task for the
(Desktop) Grid. These may be executed on arbitrary supported
distributed computing infrastructures (DCI), in this case on the
supported Desktop Grid middleware.

O]

21 {d]

Figure 3 A sample Web2Grid workflow: watermark
embedding into user uploaded images

An instance of the workflow is started for each order arriving
from the Web 2.0 application. Each instance contains the uni-
que id assigned by the Coordinator module to the order re-
presenting the workflow. Tasks belonging to these workflow
instances are then executed by the Desktop Grid. The 3G
Bridge is used to interface the different components and Grid
middleware. Figure 4 depicts the main components of 3G
Bridge. The SOAP web service interface is used to submit
jobs to the 3G Bridge. Besides gUSE, different distributed
computing infrastructures (e.g.: EGEE gLite, BOINC, Condor,
etc) can submit jobs to various DCIs connected by the bridge.
3G Bridge stores all incoming jobs in an internal database and
the Queue Manager component assigns them to a particular
queue. The role of the queuing system is twofold; first, each
queue is paired with an output plug-in on the Grid Handler
Interface; second, multiple jobs within the same queue can be
bundled (batched) together and sent to the destination comput-
ing infrastructure as a single job. This is usually used for tasks
where the overhead of communication compared to the com-
putation time required would be large. This plug-in system
allows to easily connect different destination computing infra-
structures (desktop grids in our case), since only an output
plug-in for the destination needs to be added to 3G Bridge. In
the Web2Grid project the gUSE submitter is used to send
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tasks to 3G Bridge and a BOINC destination plug-in is used to
submit those jobs to a volunteer BOINC grid. 3G Bridge also
provides an interface to query the status of jobs and retrieve
their outputs once they are finished. This means that 3G
Bridge hides the specific features of the underlying computing
infrastructure from the submitter component.
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Figure 4 The architecture of 3G Bridge

Although 3G Bridge allows for connecting arbitrary Desktop
Grid middleware, the Web2Grid platform requires three
additional services from any connected middleware. These
services are used by the Accounting system. First an interface
for administering donors is required. This interface is used to
keep the donor account synchronized in the system. The
donors never register directly at the middleware, rather at a
central interface operated by the Web2Grid platform. The
second interface is provided for accounting information. The
interface publishes data at a predefined interval (usually
hourly) for the tasks executed and finished by the Desktop
Grid middleware in the last period. The most important data is
the unique id of the workflow instance the task belongs to; the
computation time required; and the id of the donor who
computed the task. This data is used by the Accounting system
for giving virtual credits for the donors. Finally, a service is
required for each application hosted by the Desktop Grid
which is able to check the correctness or validity of the task
computed on volunteer (“non-trusted”) resources. The next
subsection details this concept.

E. Remote validation of tasks

One of the challenges of using volunteer resources in desktop
grids is that the administrator has no influence over the con-
nected volunteer resources. These resources might be return-
ing faulty results, either because they do not operate correctly
(e.g.: they are overclocked) or malicious users are trying to get
credits without performing any actual work. In any case the
correctness (or validity) of the returned results must be check-
ed. The checking procedure is referred as validation. Valida-
tion of the results can be done in two different ways. First,
only the format of the returned output files is checked, e.g.: if
an image is expected then a check is run to ensure that indeed
an image was returned with the correct size, color depth etc.
The second method is to use redundancy: multiple instances of
the same work unit are sent to different resources and the
returned results are compared. If a predefined number of the
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results of the same task match then they are accepted and
declared as valid. Matching results is an application specific
task, since it depends on the application what differences are
acceptable (e.g.: when comparing text files results from dif-
ferent operating systems might use different characters for end
of line markings, or when returning floating-point numbers,
some minimal difference might be acceptable) and what not.
The Web2Grid platform uses the second method, thus every
Web 2.0 application needs to have a result validator module
developed (as shown on Figure 2). BOINC provides a frame-
work for developing result validator modules, it is detailed on
Figure 5. For each application deployed at the BOINC server
there is a running validator module (‘“Validator daemon”). The
task of such a daemon is to perform the validation procedure
described above. To be able to perform the validation it acces-
ses the output files belonging to the results from the data
server of BOINC and retrieves the required metadata from the
BOINC database.

 BOINC
) BOINC
| Validator daemon
' for application A
1

Validator daemon
for application B

5
e

H
o ! Validator daemon |.
'»' {: Web Server

Other Compontents

Data server |

Figure 5 Operation of the BOINC result validator
framework

The problem is with this approach is that the validator com-
ponent is running on the Desktop Grid server, but in reality it
should be part of the Web 2.0 application. A component, that
was developed by a third party (the application developer) is
running on the BOINC server (see Figure 5) which can be
considered as a security risk since the validator daemon a) has
to be validated itself that it contains no bugs or harmful code;
b) has full access to the Data server and is able to read output
files of results belonging to other applications and c) is run-
ning with the same privileges as the other server components.

One of the goals of the Web2Grid project is to make the Grid
technologies available for as many Web 2.0 applications as
possible, but this cannot compromise security. The first step to
avoid this is to remove or separate all third party components
from the Desktop Grid servers in a way that guarantees Se-
curity but still provides a transparent solution for the applica-
tion and validator developers. As a consequence, the mono-
lithic single component architecture of the validator frame-
work was replaced by a server-client architecture (detailed on
Figure 6). This way the Desktop Grid server only runs the
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client part, which contains no application specific elements; all
application specific code resides in the server part. This
guarantees that the BOINC server only runs trusted code. The
application developers need only to develop a server compo-
nent, by using a framework provided by Web2Grid, and only a
couple of application specific methods need to be imple-
mented. The resulting server component may run on any host,
it is always contacted by the client component running on the
Desktop Grid server. The validation procedure is as follows.
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Figure 6 Operation of the improved BOINC validator
framework

The first step is (Figure 6, Step 1) to grant read-only access to
the Desktop Grid Data server for the Validator server. This
can be achieved in many ways, for example by using NFS
(Network File System) or by using remote access for the files
via Parrot. From data security perspective it is important that
the Validator server has read-only access to the input and
output files belonging to the task it is validating. The Validator
clients continuously poll the database of BOINC for tasks
needing validation (Figure 6, Step 2). If a task is found its
metadata is forwarded to the appropriate Validator server
(Step 3). Since there can be quite a large number of tasks to be
forwarded, a permanent connection and batched (streaming)
communication is required between client and server or else
the overhead of establishing and terminating connections
would be enormous. The Validator server after receiving one
or more tasks decides based on the data (and the input-output
files) whether the task can be validated (if not it will send a
“validation deferred” message to the client) and validates the
results (Step 4). The server only performs data updates in
memory (has no access to the database of the Desktop Grid
server), all updated data is returned to the client (Step 5),
which in turn updates the database (Step 6).

IV. USAGE SCENARIO:
AN IMAGE WATERMARKING SERVICE

The goal of the watermarking service is to demonstrate the
capabilities of the Web2Grid platform both for users and
developers. The users can submit images for watermarking
from their profile images on Facebook. The selected pictures
are sent to the Grid to find the optimal parameter sets for
embedding invisible watermarks using steganography techno-
logy into the selected pictures. After embedding the water-
marks some attacks are performed in order to check the ro-

bustness of the embedded invisible watermark: e.g. after
zooming, cropping, color depth reduction or JPEG compres-
sion of original pictures the watermarks can be still retrieved.
In the watermarking application the user can upload images
and submit them for processing.
facebook  xczdslop Adotlop  Tsmerdsik  Bejivi zenetek

ZoksnDesk  BesMRésok  Kielerthezés

' MTA SZTAKI
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I Abmazisok

S Done
Figure 7 Screenshot of the watermarking application

While the user is waiting for the watermarked images to
be returned, the platform (architecture shown in Figure 2)
per-forms the following: an order is created in the system
and a workflow instance is started using the gUSE
workflow engine in the Grid. The watermarking
application workflow (see

Figure 7) consists of three nodes. The first node downloads the
images from the application to gUSE; the second node submits
the images to 3G Bridge; and the third node uploads the
results. In 3G Bridge there is a queue defined for the water-
marking application, this is where all images are sent, and 3G
Bridge will submit those images as tasks to BOINC. 3G
Bridge will periodically check the status of the submitted jobs
in BOINC until they finish.

The application - doing the actual watermarking procedure
and the simulated attacks - is deployed on the BOINC server.
BOINC uses the volunteer resources of the donors: these re-
sources run a BOINC client application that downloads the
watermarking BOINC application and some images as input
files from the BOINC server. The client starts the application
that performs the watermarking and checking procedure. Once
finished the client uploads the resulting watermarked images
to the BOINC server. Once enough results are available (the
Web2Grid platform uses redundancy to ensure the correctness
of the returned results) the validation procedure starts to
determine the correctness of the results. After the validation
procedure finished and a correct result is chosen, the task is
considered to be finished by BOINC, 3G Bridge will notice
this and update the status of the given job in its queue. Once
all jobs belonging to the workflow instance are finished the
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