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Abstract—Wide scope of technologies and research areas has
been investigated during the project Together IP, GMPLS,
Ethernet Reconsidered — Phase 2 (TIGER2). One of our main
contributions was the inter-domain traffic engineering for
network load balancing. Inter-domain cooperation at control
plane level, forming a ,,Knowledge Plane” from the various
control planes allows the different administrative domains and
technology regions to understand and accommodate each other’s
service and performance requirements. This kind of integrated
Traffic Engineering (TE) offers more flexible ways for reacting to
traffic changes. Another important contribution was an actual
implementation of a traffic analysis equipment that resides in the
“Monitor Plane” and reports traffic mix, traffic matrix and
further advanced statistics to the Knowledge Plane. The
monitoring equipment is an FPGA-based, 10Gbps Ethernet-
capable interface card developed for lossless packet capture and
advanced traffic analysis.

Index Terms— Traffic Engineering, Knowledge Plane, Traffic
Analysis, 10 Gbps Ethernet monitoring

. INTRODUCTION

Inter-domain cooperation at control plane level offers the
possibility to balance the traffic in a much flexible way
compared to the single domain TE methods. We investigate
the possibility of cooperation where an Ethernet access
network and an IP over WDM (Wavelength Division
Multiplexing) core network are interconnected. In our
approach a hybrid control plane model is applied where MSTP
(Multiple Spanning Tree Protocol) is used as a layer 2-based
Ethernet control plane in the access and GMPLS (Generalized
MultiProtocol Label Switching) is used in the core. In this
network environment the result of the cooperation is
redistributing the traffic between the spanning trees of the

aggregation domain. We proposed a joint access-core
network optimization based on these cooperating control
planes, and investigated our solution by means of simulations.
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In order to validate the presumptions about current traffic
characteristics both inter-domain and intra-domain, we carried
out various measurements at live, operational networks. Beside
the fact that these measurements served the modeling phase of
the TIGER2 project well, they also showed limitations of
current capture and analysis methods. Such limitations
included lossless packet capture capabilities at fully loaded
10Gbps Ethernet connections; effective identification of traffic
flows carrying peer-to-peer, video streaming or hidden VoIP
(traffic mix); and analysis of traffic flows between endpoint
clusters (traffic matrix).

II. INTER-DOMAIN COOPERATION OF DIFFERENT CONTROL
PLANES FOR TRAFFIC ENGINEERING

A. Selected Network Technologies

Access networks are predominantly Ethernet-based.
Ethernet traffic needs to be carried efficiently across an
operator infrastructure. The combination of the different
technologies: IP, GMPLS and Ethernet yield integrated
network  architecture  in  metropolitan  carrier-class
environments. In such a heterogeneous internetworking
environment different data plane technologies and different
services at different layers co-exist that need to be harmonized.

From the access network the Ethernet traffic is concentrated
at the edge nodes and is forwarded to packet-based transport in
the core domain. The trends evolve towards the wide
deployment of WDM (Wavelength Division Multiplexing)
network devices in the core, which enables the transmission
over the established connection-oriented lightpaths in the
optical domain.

These lightpaths form a virtual topology over the physical
topology that can be reconfigured dynamically in response to
traffic changes and/or network planning. The combination of
IP directly with WDM results in an efficient assignment of
optical network resources to forward IP traffic [1][2].

The versatile GMPLS enables the integrated control of both
IP and WDM. Integrated routing and wavelength assignment
based on GMPLS is currently the most promising technology,
which also delivers effective TE capabilities. The typical
routing protocol in such networks is the Constrained Shortest
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Path First (CSPF) [3], which enables calculating paths that
meet the specific constraints, for example bandwidth
requirements [4].

In the above model the lower layer is the ’optical’ one, the
upper layer is typically the ’electronic’ one, capable of
performing joint time and space switching. Paths of the lower
layer correspond to a single link in the upper layer. Lightpaths
are special routes: they arise and terminate in the electronic
layer. The upper, electrical layer can perform multiplexing
different traffic streams into a single wavelength path (A-path)
or lightpath via simultaneous time and space switching.
Similarly it can demultiplex different traffic streams of a single
lightpath. Furthermore, it can perform re-multiplexing as well:
some of the demands de-multiplexed will be again multiplexed
into some other wavelength paths and handled together along
it. This is often referred to as traffic grooming [5].

To operate these layers together, we consider the case when
both the layers are handled via a distributed control plane to
ensure full and joint on-line adaptivity of both of the layers. By
using dynamic optical layer, it is possible to create adaptive set
of lightpaths that satisfies emerging traffic demands. Those
two physical nodes that are connected by a lightpath are seen
as adjacent by the wupper layer. Multiplexing and
demultiplexing the traffic of a lightpath is impossible by
applying only optical devices. In these cases lightpaths have to
be torn down, their traffic has to be taken up to the electronic
layer that increases the number of lightpaths. In addition, the
number of applicable opto-electronic converters per node is
limited.

B. Cooperation of Control Planes

Typical TE solutions deal with a single domain, only
[6][7][8]. Alternatively a joint optimization of traffic over a
cascade of core networks has been proposed [9][10], but they
consider the same TE algorithm all over the domains.

We assume that the various network segments from the end
user until the core edge node (ingress) are merged into one
domain. This aggregation-access domain is, or in the near
future is expected to be, based on switched layer 2
technologies [11] deploying Multiple Spanning Tree Protocol
(MSTP) [12] to steer the traffic to the core. Aggregation and
access networks become a L2 switched domain, directly linked
to a core network, in which CSPF based TE is used.

Our proposal is to use shared intelligence between control
planes, where the core intra-network functions are unchanged
and only the inter-network control planes co-operate which
enhances the performance. Therefore, we suppose the
capability of communicating/cooperating between the control
planes of the neighbouring domains.

We investigated the effects of cooperation at control plane
level between the different TE mechanisms of the core and
access or aggregation domains. The advantage of this
cooperation is that it allows much more flexibility in
maintaining balanced core network usage by redistributing the
access network’s traffic among the ingresses. We also
investigated the impact of network load optimization on the
efficiency of a dual opto-electronic network model [5][13].
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It is the task of the cooperating control planes, also called
Knowledge Plane, to map the traffic sources among the tree
instances of MSTP.

C. Simulations

We designed an aggregation and two core network
topologies, a meshed (Figure 1) and a dual ring (Figure 2), that
were used for our simulation based investigation.

Figure 1 — Aggregation and meshed core
network topology

The traffic sources are depicted in Figure 1, the aggregation
network conveys the packets to the core network. At the
boundary we have three edge nodes. In real life networks the
number of edge nodes is also kept as low as possible for
reasons of costs. The network has six destination nodes
represented by the exit points of the core network on the right
side. They are the sinks for all the traffic in the network.
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Figure 2 — Dual ring core network topology

The aggregation part of the network can be traversed only in a
few hops, with minimal number of alternative routes. The main
function of the aggregation domain being the feed of the core
network, this is a rational design goal and resembles real life
conditions, where nodes are connected to two neighbouring
devices, at most. We did not investigate the behaviour (delay,
blocking, packet loss, etc.) of the aggregation domain, only
determined the input traffic distribution based on the tree
topologies of the MSTP for the core domain.
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If a TE operation is required in the core network because of
a congested link or link failure, etc. using intra domain TE
only, the traffic has to be re-distributed only relying on
available capacities inside the core. In our proposal, by using
the Knowledge Plane, the input traffic distribution outside the
core edge routers can be re-arranged too. This means that —
from the point of view of the core — we change the input traffic
matrix, since the load on the edge nodes will be adjusted.

Let us take the topology presented in Figure 1. In the case
when the aggregation domain directs all the traffic to the
el _edge, while e2_edge and e3 edge do not feed any traffic
into the core, this is the worst case situation to overload the
core and corresponds to the situation when only the tree rooted
in el _edge is used to collect the traffic in the aggregation
domain. If we use each of the trees in the aggregation domain
to forward the same amount of traffic, then the aggregation
domain distributes the traffic evenly among the three ingresses.
In this case all regions of the core will be evenly loaded.

The task of the Knowledge Plane is to map the traffic
sources among the trees. In our simulations we used small
individual flow throughputs. Each tree is collecting such
individual demands and the sum of these represents the traffic
load at the edges. Practically the granularity of the traffic is
small enough to allow us to finely balance the load. In what
follows we will use the term load balancing as the operation of
load redistribution in the aggregation domain as described
above. The goal of load balancing will be to decongest a
certain area of the core network with a minimal redistribution
of the original load.

Apart from investigating the efficient network capacity
usage and balanced load of the core domain, we also
investigated the possibility to minimize the operations in the
electronic layer and the usage of longer optical paths. These
last two parameters are characteristics of the dual opto-
electronic models.

D. Results

We assumed that the traffic matrix is known in the core
network, and the paths in the core are computed using the
CSPF protocol. We had foreground and background traffic
which enter the core at the edge nodes and sink on the most
right-hand side destination nodes. The link capacities and the
topology determine the throughput of the core. We determined
the load range where the core network becomes congested
(500-800 Mbps traffic volumes).

In our investigations we used only one edge node (e2_edge)
as the starting point to feed the traffic of the aggregation
network into the core. This path is called the main branch.

If the traffic load is high enough, only part of the traffic can
be served. If we apply our solution to this situation, then some
part of the traffic will be shifted to the other two edges,
el edge and e3_edge. The paths that follow the flows entering
on these two edges are called secondary branches.

We use the background traffic to “fill” the network up to the
point where congestion might start to develop. We sent
background traffic on the main branch then we started to add
new traffic demands until no more traffic could be carried in
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the network, which was set differently from case to case. In
this range are the interesting scenarios i.e., when the main
branch was overloaded, but with the use of secondary branches
we still could serve all the demands.

Within each scenario —that is for different overall traffic
volume— we have simulated several sub-cases, where the load
of the main branch was gradually re-distributed among the
secondary branches. At first we let all the traffic to flow
through the main branch. Then 30% of the total traffic was
forwarded to edges el edge and e3 edge (15% on each of
them). From there on we stepwise directed more and more
traffic towards to the secondary branches (each time cutting
5% more from the main branch). In each scenario we increased
the re-distribution ratio until we could serve all the traffic
through the core.

From the aggregation network side we calculated all the
spanning trees that can potentially be used in our scenarios,
that is, all the trees that are rooted in one of the three edges
and the traffic sources are their leaves. The traffic distribution
on the edge nodes is realized by sharing the traffic among
these spanning trees in the aggregation network.

Load Balancing in the Core Network

Figure 3 presents the ratio of successfully served traffic
demands in the meshed core. We achieved similar results for
the dual ring topology too. It can be seen that increasing the
redistribution ratio linearly increases the rate of served
demands, until reaching 100%, and also the ratio of the traffic
volume that must be redirected to achieve 100% is increasing
with the load linearly. These results confirm that if we
redistribute the traffic before it hits the core edges, we can
balance the core load thus it is a viable mechanism to actively
increase the efficiency of the core traffic engineering process.
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Figure 3 — The successfully served demands as the function
of traffic re-distribution

Effects on Opto-Electric Layers

We evaluated the efficiency of the opto-electric transport
core network while using traffic redistribution at edge nodes.
First let us examine the results in the meshed core. We
investigated the number of established lightpaths.

DECEMBER 2011 - voLuME Il - NUMBER 4




INFOCOMMUNICATIONS JOURNAL

If we compare figures 3 and 4 we can see that as the rate of
successfully served traffic demands is rising, but is still below
100%, the number of lightpaths is increasing. This is due to the
fact that more and more individual flows are in the network
and these are following new (alternative) routes. Thus, the
increase of this parameter is not a consequence of the
decreasing efficiency but the growth of the core utilization.

This trend is reversing though, if we are looking at the case
when we keep redistributing the traffic even after all the traffic
reaches its destination. To highlight these results they are
encircled in Figure 4 and 5. As we can see in these cases the
number of paths is decreasing.

If the primary goal is the minimization of the operations in
the electrical layer, the best option is the use of the distributed
traffic. The drawback of this solution is that we have to use the
alternative branches.
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Figure 4 — Number of lightpaths in meshed core

Figure 5 presents the number of opto-electronic conversions
done in the core (we encircled the values that yielded 100%
success rate). We have plotted in the same graph the results for
both the meshed core and dual ring core. These conversions
can happen only in the nodes that make a grooming operation
and multiple conversions may happen in such a node. The
trend observed for the number of the lightpaths is valid also
here, for both core topologies.
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Figure 5 — Number of opto-electric conversions
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III. ADVANCES IN THE MONITOR PLANE FOR 10GBPS
ETHERNET

Traffic analysis of network segments is an effective method to
reveal suboptimal configuration, hidden faults and security
threats. If the analysis results are promptly acted upon,
improvements in service quality are experienced by both the
network operator and the end-user. The concept of the
Knowledge Plane (KPlane), and later the Monitor Plane
(MPlane) has been introduced to support Autonomous
Networking goals. The tasks of processing the network
element-, service-, and traffic-information belong to the
MPlane. It feeds the KPlane with valuable information, based
on which configuration changes are actuated.

The main source of “knowledge” is the actual traffic of the
Control and Data Planes. Although some traffic characteristics
can be gathered by analyzing the Control Plane messages,
many important applications — such as Peer-to-Peer (P2P)
downloads, Video Streaming, or interactive voice — hide their
control messages, hence their identification is only possible
through Deep Packet Inspection (DPI) of the traversed traffic.
Traffic mix and traffic matrix analysis results are of major
interest in the decision making process at the KPlane. The aim
of Traffic Mix analysis is to determine the distribution of
volumes for services and applications utilizing the network.
Similarly, Traffic Matrix analysis provides results about traffic
volumes — and is possible, further characteristics — broken
down by route directions.

We follow the functionally split architecture of the Knowledge
Plane suggested in [14] (see Figure 6), and further elaborate
the functions and requirements of the Monitor Plane. This
function is crystallized at the original definition of autonomous
networks, in [15], defining the foursome of “Monitor-Analyze-
Plan-Execute” (MAPE) functions. The core function of the
MPlane is to provide complete and detailed view of the
network and its services. Probes at every element (access
nodes, routers, switches, content servers, links, etc.) monitor
the element status as well as traffic parameters.

Although built-in probe modules seem convenient for
reporting - since they are already part of a functional node in
the network -, passive probing is more desirable. Active
network elements (such as routers or switches) keep their
processing priorities to their main job, occasionally leaving the
Knowledge Base without information. These occasions of
degradation in the status reporting function happen at the worst
time from the KPlane’s point-of-view — for practical reasons. It
gets degraded at the time when the element is getting
overloaded. Coincidentally, such detailed reports of
overloading would be the most beneficial for the KPlane. This
is why passive probing is more desirable to gather information
on these elements [16].
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Figure 6 — The Knowledge Plane concept and its functional
splitting into three planes

After capturing the raw data, the probes insert processed,
grouped, and filtered traffic information into the Knowledge
Base. Both packet- and flow-level analysis reveal important
characteristics on Quality of Service (through statistics of
losses, delays, and jitters in the traffic), routing specialties,
network structure changes, violations of the SLS (Service-
Level Specification), and if correlated with traffic
identification results, even media QoE (Quality of Experience)
can be estimated.

During the TIGER2 project we have elaborated the requiments
against the Monitor Plane in 10 Gbps Ethernet environment.
We also suggested and later implemented a distributed
monitoring architecture, in which SGA10GD assures the
lossless packet capture and the SGA-GEM (Signaling
Generators and Analyzers - Gigabit Ethernet Monitoring)
analysis system calculates the traffic statistics on-the-fly, in
order to feed the KPlane with input. During TIGER2 we
focused on the MPlane implementation.

The main result from the development side is that the
SGA10GD network interface card has been planned, designed,
developed, implemented and tested during the project.
Moreover, we were able to run measurement campaign with
this card in real operator’s live links - during the short period
of the project.

Figure 7 depicts the internal structure of the SGA10GD in-
terface card, whereas Figure 8 gives a picture about its actual
physical looks.

The device has the following main components:

- The PCI Express endpoint connector sourced from a
100Mhz external clock allows an FPGA design to support
x1, x4 and x8 gigabit lanes to communicate with the host at
the speed of 2.5 Gbps of each,
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Figure 7 — The environment and the main building blocks of the SGA10GD device
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